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About the Centre for 
Trustworthy Technology

Our vision

Our vision is to empower all through the 
responsible integration and use of innovative 
and potentially disruptive technologies.

Our mission

Our mission is to guide organizations in 
understanding, preparing for, and leveraging 
transformative and trustworthy technologies, 
thereby promoting a future where technological 
innovation benefits all.

Our core values

Our core values include Collaboration, Global 
inclusivity, Human-Centered outcomes, Being 
Action-Oriented, Passionate and Committed to 
Learning & Educating.
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Introduction
There has been no shortage of reporting and industry 
analysis forecasting the many things artificial 
intelligence (AI) could do if used in human resources 
(HR). Creative ideas for use cases point the way to 
organizational value, but they do not on their own 
deliver it. Instead, the impact of AI becomes real when 
it is tested and improved in a limited environment and 
then deployed into workflows for use at scale. Moving 
from concept to real-world application is lined with 
pitfalls and wrong turns, where some ideas never 
leave the drawing board and others languish in pilot 
purgatory.i

For HR, AI use cases hold the potential to drive 
efficiency and productivity in talent acquisition, 
workforce management and total rewards. The first 
paper in this series explored HR expectations for AI, 
the types of value it can yield, and the stakeholders 
and factors in human-centered AI development. This 

installment looks beyond conceiving AI value for HR 
into the practical steps involved in moving from idea 
to deployed application.

In piloting and pre-deployment activities, a range 
of stakeholders take part in data preparation, testing, 
process and system integration, and workforce AI 
readiness. When deploying AI at scale, there are 
also new activities and processes for AI monitoring, 
change management and calculating Return on 
Investment (ROI). Taken together, many of the 
steps explored here enable AI governance, which is 
necessary to maximize value while minimizing risk.

In pursuit of the transformational change many HR 
leaders expect and want, the path forward is paved 
with the practical work of testing an application, 
addressing its shortcomings, and scaling it in an 
operational environment.
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The Road to a Valuable AI 
Use Case in HR
The path to deploying a value-driving AI application 
begins with a business question that could be 
answered with a particular use case. Across 
the areas of talent acquisition, performance 
management and total rewards, there may be 
inefficiencies, blind spots, or opportunities to 
enhance productivity. The business question grows 
out these opportunities, as well as from enterprise 
strategy and leadership priorities, and the AI 
answer should be aligned with the organization’s 
AI planning and investments. To help illustrate, we 
will use the example of an AI application for job 
candidate resume screening, an AI use case that is 
deployed at as many as 83% of U.S. employers and 
nearly 100% of Fortune 500 companies.ii

A hypothetical company’s leadership sets the 
enterprise priority to expand the workforce with 
mid-career professionals holding targeted hard and 
soft skills. With this, HR solicits details about job 
openings and begins to source and sort resumes 
and applications. The challenge is that the volume 
of applicants is higher than expected, and the 
quality of candidates is lower than anticipated. The 
result is HR staff spending large amounts of time 
screening resumes, most of which are rejected. The 
business question is, can AI be used to expedite 
this aspect of talent recruitment and acquisition? 
Attempting to answer that question catalyzes a chain 
of engagements, investments, and decisions that cut 
across business units and enterprise and technology 
strategies.

As discussed in the first installment in this 
series, there are several stakeholders throughout 
the organization who have a role in AI endeavors, 

including finance, IT, and legal and compliance 
professionals. For AI in HR, however, one of the most 
important stakeholders is the Chief Human Resource 
Officer (CHRO). By virtue of their leadership role, the 
CHRO commands the budget and authority to fund 
and promote an AI application. A lack of executive 
support can be a primary impediment  
to AI programs.iii

At the same time, the CHRO is a strategic partner 
to the CEOiv and has an incisive understanding of 
enterprise strategy and how it impacts HR priorities, 
which is vital insight for weighing which potential 
AI use cases to pursue. From their position, they 
can assess the business case for an AI application, 
its likelihood of delivering ROI and whether it is in 
line with the broader enterprise AI strategy and 
investments. HR leaders also have keen insight into 
workforce skills and can adjudicate which potential 
use cases are tractable and realistic and which may 
be too complex given the organization’s AI maturity.

With executive backing and an idea for AI 
application, it is time to test the potential value. For 
novel or differentiating applications, the next step 
may be a proof of concept (POC) to establish the 
technical viability of the idea. Yet, some AI use cases 
are already proven out in myriad deployments in 
different organizations and industries (e.g., resume 
screening applications).

In the hypothetical example, the HR team is 
already equipped with a hypothesis for business 
value, and the task is to determine whether and 
how a resume screening solution could work in their 
workflows to address the business question. That is, 
they need to pilot it.
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Tools for Trust in AI 
Pilot Activities

Piloting an AI application is an opportunity to 
explore function and value in a limited but real-
world environment. It answers the question, can the 
selected application address the specific business 
problem? It also provides insight into the challenges 
of using the application, how it interacts with other 
systems and opportunities to improve function. 

In piloting and testing, there are technical and non-
technical factors at play, with several stakeholders 
from across the enterprise playing a part in the 
decisions and activities surrounding the application. 
These stakeholders include: the team that will run 
the pilot; the CHRO endorsing the pilot; and the 
technologists (whether in HR, from IT or both) who 
fine-tune the model and manage the hardware and 
data infrastructure. In addition, people throughout the 

organization can provide important input on how the 
HR application impacts employees in different lines of 
business and levels of seniority.

To illustrate, consider the resume screening 
application. In the scenario, the organization has 
acquired a machine learning model designed for 
document-based natural language processing, and 
the technologists trained the model using proprietary 
enterprise data. The organization relies on a mix of 
cloud and data platforms, as well as on-premises 
hardware. While the organization has deployed some 
limited use cases in other parts of the business, its AI 
maturity is largely nascent, and HR specifically has 
not previously conducted an AI pilot. Given that, what 
are the next steps?

Tools for Trust in AI Pilot Activities

Technology-Focused

Curate and/or acquire 
datasets for training and testing

Set performance
criteria and metrics

Conduct testing and red 
teaming in a limited environment

Leverage techniques for 
model interpretability 

Assess interactions and impact on
enterprise technology ecosystem

Human-Focused
Activities

Prepare stakeholders via 
AI literacy and upskilling

Assess the pilot’s impact on
processes and workflows

Weigh pilot results and
decide if it is ready for scale
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Technology Oriented
Curate comprehensive datasets 
AI applications are trained and fine-tuned with 
high-quality data. In some cases, organizations 
may acquire data from a third party or open source, 
or they may purchase a pre-trained model from a 
vendor, which supplies the training data and the 
algorithms. When purchasing data or pre-trained 
tools, it is important to know how the data was 
collected, whether it was done with consent, and its 
quality and representative accuracy. With a mind 
toward trustworthy technology, the organization 
should also understand whether the vendor’s 
training data has been assembled with inclusivity 
and equity in mind, or alternatively, whether 
it contains latent biases or underrepresented 
categories that could prevent impartial outputs. 

In many cases, an organization uses proprietary 
data for model training or tuning, and in that case, 
the organization needs to identify categories or data 
points that should be obscured or removed from a 
dataset because they are sensitive (e.g., personally 
identifiable information). Curating the data prepares 
it for use in AI training,v with the appreciation that 
any bias or gaps in the dataset will carry through and 
influence AI outputs. Importantly, avoiding bias in 
outputs is not just an ethical opportunity. In New York 
City, for example, a recent law prohibits employers 

from using automated resume screening unless a 
bias audit was conducted in the preceding year.vi

For the HR organization and its resume screening 
application, the dataset is composed of hundreds 
of resumes representing the skills, experience, and 
qualities of a desirable new hire. The resumes are 
labeled and structured for AI consumption, and the 
names and gender-identifying words of the resume 
holders are removed.

Set performance metrics
Determine the criteria for reliable function, such 
that it can be measured, and define the metrics 
indicative of a valuable application.vii What 
are the benchmarks against humans working 
without AI, and what are the thresholds for viable 
performance? Quantifiable metrics for success are 
what harden and evidence the business case, which 
in turn informs whether and how the pilot could be 
moved to full production and scaled deployment.viii 

In the HR example, metrics may be assessed 
relative to human performance, and evidence of value 
could include direct outcomes, such as faster review 
of a larger volume of resumes, increased accuracy 
in candidate selection and rejection, and human 
workforce time expended on candidate screening 
activities.
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Conduct red teaming 
There are a variety of machine learning tactics for 
training and tuning a model. The organization’s 
data scientists and technologists are in the lead 
when preparing the pilot application, but non-
technologists have a role to play. In its narrow pilot 
environment, the business end users test it in a 
variety of scenarios, capturing the data and using 
it for insight into opportunities for improvement, or 
alternatively, evidence of risks in operation. Red 
teaming is one approach, wherein users attempt 
to break or confuse the application to reveal 
vulnerabilities or poor function.ix

Testing for the HR pilot could include screening a 
set of resumes the application has not encountered 
before and measuring the speed, accuracy, and 
quality of the outputs.

Advance model interpretability 
Particularly in testing, technologists and business 
users need to understand how the application is 
deriving its outputs and making decisions. There 
is a so-called “black box” problem with many AI 
models, owing to the enormous amounts of data 
and complex computations that defy human 
comprehension. Understanding which features 
and data points most influence outputs reveals 
whether the application is reaching conclusions in 
way that aligns with the pilot’s intent. It can also 
reveal potential risks related to accuracy, bias, and 
security. Two common approaches technologists 
use to explain why an application reached its 
outputs are SHapley Additive exPlanations 
(SHAP)x and Local Interpretable Model-Agnostic 

Explanations (LIME).xi They help explain the 
features and data that most influence the outputs.

While HR professionals may not have the 
technology skillset to directly use SHAP and LIME, 
they are important stakeholders in assessing whether 
model function is appropriate. For example, the 
resume screening training set obscured gender, but 
what if, in using SHAP/LIME, the team learns the 
model is selecting for resumes that include collegiate 
football and wrestling as prior extracurricular 
activities? Is the model selecting for gender? These 
kinds of insights are vital for HR as it contends 
with a variety of laws and regulations governing 
discriminatory hiring practices – topics that may not 
be as salient (but no less important) for technologists.

Assess integration and impact
The pilot application can touch different parts of 
the organization’s technology ecosystem, raising 
considerations around data flows, security, and 
integration with technology assets. Important factors 
include: the level of compute and access to on-site 
hardware or (more likely) a cloud platform; data 
pipelines feeding back into application management 
and assessment; enterprise software; and 
cybersecurity solutions for monitoring and detecting 
vulnerabilities. Constraints that emerge within the 
system during piloting could be uncovered in part 
through red teaming and adversarial testing. 

HR will need to test whether their assets and 
investments are up to the task of fueling a resume 
screening application at scale. They will have a 
practical, working knowledge of their existing systems 
and will be positioned to offer insight and flag 
concerns as part of the stakeholder group piloting the 
application.
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People Oriented
Advance stakeholder  
preparedness
Human stakeholders play an active role in AI 
use, and a pilot is an opportunity to determine 
the knowledge and AI literacy stakeholders 
need, as well as reveal skills gaps that may need 
to be addressed before a scaled deployment. 
Those selected to take part in the pilot require an 
understanding of the technology, the intended 
value of the pilot, the types of data consumed, 
performance metrics, and known risks. 

HR stakeholders in the hypothetical pilot should 
understand the rationale and business case they 
are testing. They need to be able to assess not just 
topline metrics like speed and volume of resume 
screening, but also the HR-specific risks that could 
arise, such as bias and how that could lead to 
discriminatory hiring decisions. 

Assess workflow process 
integration 
Existing workflows may need to change with the 
introduction of AI. AI deployment necessitates new 
obligations for data collection and management, as 
well as new waypoints for decision making and risk 
mitigation. How does the pilot application disrupt 
these processes, and what changes are needed to 
maximize application capacity while also keeping 
a human in the loop? The pilot is an opportunity to 
inspect processes for points of transformation or 
opportunities to capitalize on speed, efficiency, cost 
avoidance, productivity and all the many benefits of 
AI.

With the introduction of a resume screening tool, 
HR hiring processes change. Rather than the time-
consuming, labor-intensive process of reading and 
scoring a resume, human stakeholders shift their 
attention to assessing whether the AI application’s 
resume acceptance and rejection decisions are 
correct. In this, needed changes to processes and 
responsibilities are revealed through the pilot.

These aspects of an AI pilot position stakeholders 

to make clear-eyed assessments of function, value, 
and impact. With executive support, metrics for 
success and early lessons learned, stakeholders can 
make informed decisions about whether to move 
forward with (or abandon) the AI application and 
how to align the workforce AI-readiness, technology 
assets, and improved processes for sustainable AI 
use at scale.

Evaluate for scaling 
The outcomes of an AI pilot can show its readiness 
for scaled deployment, or it may reveal aspects 
of the application that need to be refined or 
improved before production (e.g., further training 
and parameter adjustment). Each organization 
makes its own determination of whether a pilot 
has succeeded, based on benchmarks, metrics, 
and value realization. For some applications, 
organizations may want to see near-perfect output 
reliability, such as a computer vision workplace 
safety system that monitors industrial equipment 
in real time for physical risks to human employees. 
Other applications, such as an automated customer 
engagement chatbot, may have lower thresholds 
because the impact of failure is potentially less 
severe. These kinds of strategic questions 
emerge from a pilot, and organization leaders 
assess whether the application is suited to move 
forward to deployment, according to their risk-
benefit calculations, enterprise culture, ethical 
priorities, and the economics of using AI ecosystem 
technologies.

For the HR organization and its resume screening 
application, the pilot revealed the AI dramatically 
accelerated the speed of applicant assessment, 
and through testing, the candidate matching, and 
rejection approached (and in some cases exceeded) 
human performance. The organization identified 
needed processes changes to employ the tool 
efficiently, and they communicated early risks and 
concerns to the technologists who will manage the 
technical aspects of scale. Based on the results of 
the pilot, the CHRO decides no further technical 
training is necessary, and they will deploy the 
application for use. That decision leads to several 
activities, investments and stakeholder engagements.
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The Scaling Matrix – 
Organizational Deployment 
Assessments

Equipped with insights from the pilot, the 
organization can look toward full deployment, 
commanding more investment and change and 
raising the stakes on value and risk. To be sure, 
scaling AI is a complex endeavor requiring executive 
leadership and oversight, new computational 
needs complicating third-party service costs, 
technology risk management, compliance, 

governance, and much more. A granular inspection 
of every component of scale is beyond the scope 
of this paper, but there are some areas important 
to most scaled deployments. As with piloting, 
there are technical and more human tasks and 
responsibilities, and they depend in part on the size 
and resources of the organization, the AI strategy 
and ambition, and the organization’s AI maturity.

The Scaling Matrix – Organizational Deployment Assessments

Technology-Focused
Activities

Conduct ongoing monitoring 
of application outputs and function

Create data feedback channels for
iterative improvements and insights

Harmonize AI application with
existing tools and investments

Human-Focused
Activities

Pursue an enterprise-wide
coordinated AI strategy

Promote adoption and change man-
agement via training and upskilling

Track quantitative ROI and
qualitative benefits (e.g., AI maturity)

Document and communicate decis-
ions for governance and compliance
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Technology Oriented
Instill continuous monitoring 
Unlike software that performs consistently 
across time and environments, AI applications 
are susceptible to inaccuracies, changes in 
performance and the issue of model drift, wherein a 
changing environment, data or application function 
leads to inaccurate outputs.xii Monitoring AI function 
requires metrics for performance, thresholds for 
failure, and guardrails and deliberations around 
whether a model should be improved, paused or 
retired altogether.xiii Monitoring is also important for 
tracking the outcomes and benefits, which validate 
the business case and justify the time and resource 
expenditure.

In HR, the resume screening application may 
perform reliably in a limited pilot environment, but 
does reliability scale with deployment? Human 
stakeholders perform regular assessments 
and audits to measure whether the resumes 
selected and rejected continue to align with user 
requirements. Monitoring over time reveals the 
trends, drift and emerging risks that result from 
scale, and for the application to be an efficiency-
driving tool in talent acquisition, human users need 
to be able to confirm and evidence that its outputs 
match or exceed what humans could achieve alone.

Create robust feedback 
mechanisms
The data input into the application, as well as its 
outputs, need to feedback into the AI lifecycle to 
inform decisions or changes in training, accuracy, 
and risk mitigation. Closing the data feedback loop 
creates an information pipeline necessary for AI 
management and iterative improvement (e.g., through 
reinforcement learning).xiv These data insights are 
not only useful for technologists. They need to be 
shared with all AI stakeholders in an accessible, 
interpretable way, according to their skillset. With 

clear communication channels where AI outcomes 
and impact are regularly shared, all stakeholders 
have the necessary knowledge to make decisions 
on application management.

In HR resume screening, this data includes 
information related to performance metrics, error 
rates, false positives, or negatives (e.g., accepting/
rejecting candidates incorrectly), and accurate 
function in the face of unfamiliar document 
structures. While a technologist working in HR 
seeks raw data around technical performance, 
non-technologists may want a simpler overview 
of accuracy and error. Finance stakeholders may 
want quantifiable evidence of business benefit, 
and compliance professionals need data proving 
adherence to laws and regulations.

Assess integration and impact
The marketplace of technology services is crowded 
and complex. Organizations make strategic 
decisions about which software and hardware 
to acquire directly or as a service, as well as the 
computing and data platforms that enable a range 
of analytics and AI use cases. Deployed AI needs to 
fit with and leverage existing tools and investments 
such that its function does not introduce new 
cybersecurity vulnerabilitiesxv or regulatory risks 
and that the economics of scale are maximized by 
balancing a mix of assets and third-party services.

HR for its part needs to leverage or augment 
existing platforms for resume submission 
and assessment (as well as the cybersecurity 
applications that guard those platforms) and 
integrate the AI application with workflows and 
systems. Importantly, a post-hoc consideration of 
systems integration could frustrate deployments 
efforts, as the challenges of application 
management scale alongside the benefits. Taking 
a proactive, deliberative approach to harmonizing 
AI with HR systems can help HR teams anticipate 
and avoid unexpected gaps or vulnerabilities in 
deployment.
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People Oriented
Cultivate enterprise AI strategy
In a time when most organizations are developing 
and deploying AI, individual use cases do not
exist in isolation. They are components of a larger 
strategic shift toward AI-fueled operations. A 
variety of applications managed in a vacuum lead 
to a disjointed, difficult-to-manage AI technology 
ecosystem. In deploying AI, stakeholders need a 
coordinated strategy for decision making and risk 
mitigation. From board oversight through executive 
direction and into the line of business users 
leveraging AI in their work, the organization needs 
all its AI stakeholders and programs to fit within a 
cohesive AI strategy and framework.

For HR, the challenge is to coordinate with 
other lines of business to ensure deploying the AI 
application aligns with all other business-critical 
technology considerations. Leadership is important 
in this regard. The CHRO can convene stakeholders 
and leaders and serve as the mediator of business 
value and risk in conjunction with other executives: 
measuring cost avoidance and efficiency for CFO 
financial justification; amplifying and advancing 
enterprise strategy for the CEO’s agenda; managing 
risk for legal and compliance; and solving the 
business question for HR.

Promote adoption and adaption
The value and risks of AI depend on how the 
tools are used by people, making adoption and 
change management important aspects of scaled 
deployment. Stakeholders need instruction 
to understand what the application can (and 
cannot) do, the performance thresholds and their 
individual responsibilities in AI use. Yet, they also 
need a compelling reason to use the application, 
beyond simply that they are instructed to do so.xvi 
Stakeholders should understand the intended 
value and how it contributes positively to their daily 
work, as well as the organization more broadly. 
Taking a human-centered approach to deployment, 
organizations need to promote AI literacy and 
facilitate change to workflows, such that the AI 
application is used appropriately at scale. This may 
require AI training programs, recruiting new skilled 
talent and/or turning to third-party advisors who 
can help drive change and adoption.xvii 

For resume screening, the professionals 
involved in talent acquisition need to understand 
the tool’s capabilities, as well as that it is intended 
to amplify productivity. Ultimately, the value of the 
application and its capacity to answer the business 
question depends on whether the human users 
participate in the deployment and management. 

They also need structured opportunities to connect 
and collaborate with other stakeholders, gaining 
comfort and confidence that the AI deployment, 
while specifically intended for HR benefit, is an 
enterprise-wide endeavor.

Tracking ROI
The quantifiable metrics associated with AI 
business value (particularly in HR) often center on 
efficiency, cost avoidance, and productivity gains.
xviii Yet, there are more intangible qualitative benefits 
that should also be tracked, including AI skills 
development and enterprise AI maturity, workforce 
satisfaction by virtue of productivity enhancement, 
and brand reputation. 

In HR, the qualitative aspects of ROI include AI 
literacy, skills development, a coordinated strategy 
that compounds value by harmonizing technology 
and workflows, and greater worker satisfaction as 
the tedious work of resume screening is replaced 
by more human-specific work of interviewing 
candidates and addressing the most challenging 
scenarios.

Document and Communicate
Every aspect of the AI lifecycle and its interactions 
with other systems should be documented 
and communicated to stakeholders.xix This 
informs responsibility and accountability among 
stakeholders, and it creates records of data flows, 
AI outputs and human decision making. Clear 
channels of communication between stakeholders 
supports coordinated and strategic AI investments 
and decisions. And if requested by executives, 
regulators or other third parties, documentation 
serves as an auditable record that can evidence 
risk mitigation, fair decision making, and regulatory 
compliance.

In the case of HR, documented roles, 
responsibilities, and decisions are essential in the 
face of laws governing hiring and compensation. As 
such, resume screening application performance 
needs to be tracked and regularly evaluated, 
and human stakeholders should have a clear 
understanding of their accountability in decisions 
informed by AI.

These deployment activities help the 
organization drive toward valuable AI outcomes and 
benefits to the business. Accessing AI’s greatest 
potential means bringing these activities (and many 
others) into a cohesive approach to governing 
trustworthy technology.
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Many of the pilot and deployment activities covered 
to this point are part of a larger set of controls and 
processes for managing AI for maximum value 
and minimal risks. AI governance is the alignment 
of the workforce, its processes and its tools in a 
way that promotes responsible, trustworthy AI use. 
Just as leadership support for an AI program is 
important for scale, so too organizational leaders 
are the catalysts for prioritizing governance. From 
their position, they can see how AI function and 
risks impact the larger enterprise digital strategy, 
reputation, and growth.

For the CHRO, AI governance creates a new 
layer of activities for the workforce, including data 
curation, output validation and documentation. This 
reveals the two-sided impact of AI deployment for 
the workforce. On the one hand, human workers are 
still a necessary part of HR operations, even with 
new automations and AI use cases. On the other 
hand, those workers now need technical skills and 
AI literacy to participate in AI governance. While 
some fear AI will lead to mass job replacement, the 
reality is that most enterprise leaders are concerned 
about finding enough skilled talent to drive their AI 
programs, according to a recent study.xx

For the resume screening application, 
governance touches each part of the system. 
Submitted resumes are stored, transferred, and 
analyzed in line with data security and privacy 
obligations, aided by secure data flows and 
storage. AI outputs are analyzed on an ongoing 
basis to monitor for error and bias, and workflows 
are amended to create room for the governance 
activities. AI function can be explained and 

understood, and communication channels across 
the enterprise keep each AI deployment aligned 
with the organization’s larger AI strategy and 
maturity. Governance is the compliment to AI that 
permits value because it helps ensure AI is used in a 
responsible, legal, and compliant manner.

Charging headlong into AI deployment without 
consideration of governance will yield unwanted 
risks and outcomes. Governance is not a check-
the-box exercise, nor is it “ethics theater,” where 
risk mitigation is championed without seriousness 
or follow-through.xxi The implications are not trivial. 
They directly impact value. Consider, if the resume 
screening application outputs are rarely validated 
or interrogated for bias, the system could select 
candidates based on protected attributes, which is 
illegal in many nations. It could also produce a lower 
diversity of candidates, leading to a lower diversity 
of skills and experiences in the workforce. Skillsets 
could be misaligned with the organization’s true 
workforce needs, leading to time expended on poor 
candidates. All of these potential outcomes erase 
the application’s value and introduce legal, brand 
and regulatory risks.

With governance, the entire AI lifecycle is 
managed for trust and value. Each model is 
different, trained as it is on different data and 
deployed in varied environments. The risks 
presented by the resume screening application are 
distinct from those created by other systems, and 
the concurrent challenge for every deployment is to 
anticipate the types of risk that could emerge and 
take proactive steps to mitigate or prevent them 
before they arise. 

AI Governance and
Trust in HR
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Conclusion 
When the excitement around AI’s potential gives 
way to the practicality of piloting and deploying it, 
the organization steps onto a new terrain replete 
with technical challenges and risks, as well as 
enterprise value. For HR teams, piloting and 
deployment activities require collaboration and 
communication, keeping AI applications aligned 
with business strategy, resources, and legal and 
ethical priorities. 

Across data curation and testing, process 

changes and ongoing monitoring to drive ROI, HR 
stakeholders can leverage many of the proven 
approaches for AI piloting and deployment to 
promote trust as well as value. With potential 
benefits, however, come potential harms, and for 
AI to deliver its greatest impact and earn the trust 
of its users, its risks must be known and treated. 
In the final installment of this series, we tackle AI 
risk management in HR and how the ethical use 
of AI impacts the workforce, the marketplace and 
society.

Author:

Satwik Mishra
Acting Executive Director, 
Centre for Trustworthy Technology
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